

    
      
          
            
  
Documentation for the subs2vec repository

subs2vec is a set of word embeddings trained on large subtitle corpora in 50 languages, and the code accompanying this data, as published in Van Paridon & Thompson (2019).

The code is provided at github.com/jvparidon/subs2vec [https://github.com/jvparidon/subs2vec/], with instructions for use as command line tools included.

This page serves to document the full subs2vecs module API in more detail for anyone who is interested and/or wishes to use/reuse the code.
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subs2vec


	Provides:

	
	Routines for interacting with, evaluating, and training word embeddings as used in Van Paridon & Thompson (2020).


	Routines for extending lexical norms to unnormed words.


	Routines for retrieving word, bigram, and trigram frequencies.


	Command line tools to conveniently do any of the above, in 55 languages.









subs2vec.analogies

Evaluate word vectors by solving syntactic and semantic analogies.


	
subs2vec.analogies.evaluate_analogies(lang, vecs_fname, method='multiplicative', whole_matrix=False)

	Solve all available analogies for a set of word vectors in a given language.

Writes scores to tab-separated text file but also returns them.


	Parameters

	
	vecs_fname – filename of a file containing a set of word vectors


	lang – language to evaluate word vectors in (uses two-letter ISO codes)


	method – solving method to use (options are additive and multiplicative, multiplicative is the default and usually performs best)


	whole_matrix – boolean determining whether to use whole matrix multiplication (faster, but uses more RAM than you may have available, False is the default)






	Returns

	pandas DataFrame containing the analogies results










	
subs2vec.analogies.novel_analogies(vecs_fname, analogies_fname, method='multiplicative', whole_matrix=False)

	Solve novel analogies, using word vectors.

Writes predictions to tab-separated text file.


	Parameters

	
	vecs_fname – file containing word vectors to use for prediction.


	analogies_fname – file containing analogies in tab-separated columns named ‘a1’, ‘a2’, and ‘b1’


	method – solving method to use (options are additive and multiplicative, multiplicative is the default and usually performs best)


	whole_matrix – boolean determining whether to use whole matrix multiplication (faster, but uses more RAM than you may have available, False is the default)













	
subs2vec.analogies.solve_analogies(vectors, analogies, novel=False, method='multiplicative', whole_matrix=False)

	Solves analogies using specified methods.


	Parameters

	
	vectors – Vectors object containing word vectors


	analogies – pandas DataFrame of analogies, columns labeled a1, a2, b1(, b2)


	novel – whether the task is to solve novel analogies (or alternatively, score the predictions relative to existing analogies)


	method – solving method to use (options are additive and multiplicative, multiplicative is the default and usually performs best)


	whole_matrix – boolean determining whether to use whole matrix multiplication (faster, but uses more RAM than you may have available, False is the default)






	Returns

	dict containing score and predictions in separate pandas DataFrames












subs2vec.clean_subs

Clean and concatenate OpenSubtitles archives into a single training corpus.


	
subs2vec.clean_subs.join_archive(lang, ioformat='txt', years=(1900, 2050), verbose=False)

	Concatenate a stripped OpenSubtitles archive into a single training corpus.


	Parameters

	
	lang – language of the archive to join (selects the correct archive)


	ioformat – input/output format (default is txt)


	years – tuple of first and last year to select only subtitles from a range of years, default is 1900 to 2100.


	verbose – boolean setting whether or not to print a progress bar to the command line, default is False






	Returns

	number of files that were concatenated










	
subs2vec.clean_subs.strip_archive(lang, ioformat='txt', years=(1900, 2100))

	Strip xml from a compressed OpenSubtitles archive.

Writes stripped output directly to a new compressed archive.


	Parameters

	
	lang – language of the archive to strip (selects the correct archive)


	ioformat – input/output format, default is txt


	years – tuple of first and last year to select only subtitles from a range of years, default is 1900 to 2100















subs2vec.clean_wiki

Clean Wikipedia dumps for use as a training corpus.


	
subs2vec.clean_wiki.big_strip_wiki_file(fname, lines_per_chunk=1000000.0)

	Strip xml and other tags from a Wikipedia dump that doesn’t fit into RAM.

Processes Wikipedia dump in chunks and then concatenates the junks into a single text file.


	Parameters

	
	fname – Wikipedia dump file, in xml or bzip2 format.


	lines_per_chunk – number of lines in each chunk (default is 1e6, one million lines)













	
subs2vec.clean_wiki.strip_wiki_file(fname)

	Strip xml and other tags from Wikipedia dump.

Writes stripped Wikipedia text directly to text file.


	Parameters

	fname – Wikipedia dump file, in xml or bzip2 format.












subs2vec.count_words

Count words in a training corpus or other file or directory of files.


	
subs2vec.count_words.count_words(fname)

	Count words in a file.


	Parameters

	fname – name of file to count words in



	Returns

	number of words in the file










	
subs2vec.count_words.count_words_in_path(path)

	Count words in text files on a given path.


	Parameters

	path – either filename or directory name to count words in












subs2vec.deduplicate

Remove duplicate lines from a text file.


	
subs2vec.deduplicate.big_dedup_file(in_fname, out_fname, n_bins)

	Remove duplicate lines from a text file that does not fit into RAM.

Because of itertools.cycle() this is only pseudorandomized and pseudodeduplicated
(i.e.: consecutive lines of input cannot end up as consecutive in the output and up to n_bins duplicates of an item may remain).
If your file fits into RAM afterward, you may consider running it through normal deduplication (which includes true randomization).
Writes directly to text file.


	Parameters

	
	in_fname – file to read text from


	out_fname – file to write text to


	n_bins – number of bins to split files into (note that up to n_bins duplicates of any given line may remain after applying this function.













	
subs2vec.deduplicate.dedup_file(in_fname, out_fname)

	Removes duplicate lines from a text file.

Writes directly to text file.


	Parameters

	
	in_fname – file to read text from


	out_fname – file to write text to















subs2vec.download

Download datasets for training subs2vec models (not Windows-compatible).


	
subs2vec.download.download_corpus(lang, source)

	Convenient method for downloading corpora.

Uses the subprocess module and curl to download corpora.
Not Windows-compatible.


	Parameters

	
	lang – language to download (use 2-letter ISO code)


	source – corpus to download, (options are “subs” or “wiki”)













	
subs2vec.download.download_vecs(lang, source, binaries=False)

	Convenient method for downloading vectors.

Uses the subprocess module and curl to download corpora.
Not Windows-compatible.


	Parameters

	
	lang – language to download (use 2-letter ISO code)


	source – corpus to download, (options are “subs”, “wiki”, or “wiki+subs”)


	binaries – download binaries instead of vecs, boolean (set to False by default)















subs2vec.frequencies

Extract unigram, bigram, and trigram frequencies, either from a text corpus or from a pre-existing frequencies file.


	
subs2vec.frequencies.count_ngrams(fname, kind='words', min_freq=1, no_bigrams=False, no_trigrams=False)

	Counts unigrams, bigrams, and trigrams line-by-line in a text corpus.


	Parameters

	
	fname – text corpus to count in


	kind – kind of items to count (options are ‘words’ or ‘letters’)


	min_freq – minimum frequency threshold for an item to be included in the output


	no_bigrams – whether to skip counting bigrams for improved speed/memory footprint (default False)


	no_trigrams – whether to skip counting trigrams for improved speed/memory footprint (default False)






	Returns

	tuple of pandas DataFrames containing frequencies for unigrams, bigrams, and trigrams, respectively












subs2vec.lang_evaluate

Evaluate a set of vectors for a given language.


	
subs2vec.lang_evaluate.evaluate_lang(lang, vecs_fname)

	Evaluate a set of vectors on all available metrics.


	Parameters

	
	lang – language to evaluate


	vecs_fname – .vec file containing word vectors















subs2vec.lookup

Look up items in large lists of frequencies, norms, or vectors.


	
subs2vec.lookup.lookup(big_fname, items_fname)

	Line-wise Lookup of a list of items in a large file.


	Parameters

	
	big_fname – filename of large file to look up items in


	items_fname – filename of list of items to look up















subs2vec.norms

Predict lexical norms, either to evaluate word vectors, or to get norms for unnormed words.


	
subs2vec.norms.evaluate_norms(lang, vecs_fname, alpha=1.0)

	Predict lexical norms to evaluate a set of word vectors in a given language.

Writes scores to tab-separated text file but also returns them.


	Parameters

	
	lang – language to evaluate word vectors in (uses two-letter ISO codes)


	vecs_fname – word vectors to evaluate


	alpha – regularization strength, default 1.0, set higher for small datasets






	Returns

	pandas DataFrame containing the norms results










	
subs2vec.norms.extend_norms(vecs_fname, norms_fname, alpha=1.0)

	Extend lexical norms to unobserved words, using word vectors.

Writes predictions to tab-separated text file.


	Parameters

	
	vecs_fname – file containing word vectors to use for prediction.


	norms_fname – file containing norms in tab-separated columns, first column should contain words,








first line should contain column names, unobserved cells should be left empty
:param alpha: regularization strength, default 1.0, set higher for small datasets






	
subs2vec.norms.predict_norms(vectors, norms, alpha=1.0)

	Predict lexical norms and return score.


	Parameters

	
	vectors – Vectors object containing word vectors


	norms – pandas DataFrame of lexical norms


	alpha – regularization strength, default 1.0, set higher for small datasets






	Returns

	dict containing scores and predictions in separate pandas DataFrames












subs2vec.plots




subs2vec.similarities

Compute rank correlations between word vector cosine similarities and human ratings of semantic similarity.


	
subs2vec.similarities.compare_similarities(vectors, similarities)

	Correlate vector similarities to human ratings of semantic similarity.

Computes cosine similarities, and uses rank (Spearman) correlation as a measure of similarity to the specified human ratings.


	Parameters

	
	vectors – Vectors object containing word vectors.


	similarities – pandas DataFrame of similarities, labeled word1, word2, and similarity






	Returns

	dict containing score and predictions in separate pandas DataFrames










	
subs2vec.similarities.compute_similarities(vectors, df_words)

	Compute semantic similarities for novel word pairs.


	Parameters

	
	vectors – Vectors object containing word vectors


	df_words – pandas DataFrame containing word pairs in columns labeled ‘word1’ and ‘word2’






	Returns

	pandas DataFrame containing word pairs and cosine similarities in a column labeled ‘similarity’










	
subs2vec.similarities.evaluate_similarities(lang, vecs_fname)

	Compute similarities for all available ratings datasets for a set of word vectors in a given language.

Writes scores to tab-separated text file but also returns them.


	Parameters

	
	lang – language to evaluate word vectors in (uses two-letter ISO codes)


	vecs_fname – word vectors to evaluate






	Returns

	pandas DataFrame containing the similarities results










	
subs2vec.similarities.novel_similarities(vecs_fname, words_fname)

	Predict semantic similarities for novel word pairs, using word vectors.

Writes predictions to tab-separated text file.


	Parameters

	
	vecs_fname – file containing word vectors to use for prediction.


	similarities_fname – file containing word pairs in tab-separated columns named ‘word1’ and ‘word2’















subs2vec.train_model

Train a model using the default parameters from Van Paridon & Thompson (2019).

Use of this module requires working binaries for fastText and word2vec on the path and plenty of RAM.
Please note that even on a very fast desktop, training could take hours or days.


	
subs2vec.train_model.build_phrases(training_data, phrase_pass=5)

	Use word2phrase to connect common phrases.

Uses the word2phrase tool to connect high mutual information phrases such as “New York” using underscores, so fastText will treat them as a single lexical item.
Requires a working word2phrase (included in word2vec) binary on the path.


	Parameters

	
	training_data – text file containing the training corpus


	phrase_pass – number of passes to do over the training file (default is 5)






	Returns

	filename of the phrase-joined corpus










	
subs2vec.train_model.fix_encoding(training_data)

	Fix utf-8 file encoding after word2phrase mangles it (happens sometimes).


	Parameters

	training_data – file containing text with encoding that needs fixing



	Returns

	filename of repaired text file










	
subs2vec.train_model.generate(lang, prefix, training_data, lowercase=False)

	Generate a fastText model using default parameters from Van Paridon & Thompson (2019).


	Parameters

	
	lang – language tag to use for the model binary and vector filenames


	training_data – text file containing the training corpus


	prefix – prefix to use for the model binary and vector filenames


	lowercase – boolean setting whether to cast training corpus to lower case (default is False)













	
subs2vec.train_model.lowercase(training_data)

	Cast a text file to lower case.


	Parameters

	training_data – file containing text to cast to lower case



	Returns

	filename of lower cased text file










	
subs2vec.train_model.train_fasttext(training_data, prefix, lang, d=300, neg=10, epoch=10, t=0.0001)

	Train a fastText model on a given training corpus.

Requires a working fastText binary on the path.


	Parameters

	
	training_data – text file containing the training corpus


	prefix – prefix to use for the model binary and vector filenames


	lang – language tag to use for the model binary and vector filenames


	d – number of dimensions in the vector (default is 300)


	neg – number of negative samples (fastText default is 5, subs2vec default used here is 10)


	epoch – number of training epochs (fastText default is 5, subs2vec default used here is 10)


	t – sampling threshold (default is .0001)






	Returns

	tuple of filenames for model binary and vectors












subs2vec.utensils


	
subs2vec.utensils.log_timer(func)

	Decorator to add logging timer to other functions.

Use by prepending @log_timer to the target function definition.
Logs function name and duration in seconds to level INFO.


	Parameters

	func – any function



	Returns

	func with logging timer










	
subs2vec.utensils.timer(func)

	Decorator to add timing wrapper to other functions.

Use by prepending @timer to the target function definition.
Logs start and finish time in y/m/d h:m:s and keeps track of duration in seconds.
Wrapper returns a tuple containing the original results and a dictionary containing start, finish, and duration.


	Parameters

	func – any function



	Returns

	func with timing wrapper












subs2vec.vecs

Provides Vectors object and methods to load, write, and interact with word vectors.


	
class subs2vec.vecs.Vectors(fname, normalize=False, n=1000000.0, d=300)

	Bases: object

Creates a Vectors object containing numpy arrays of words and word vectors.


	
as_df()

	Casts word vectors to pandas DataFrame.

Each row contains a vector, each column corresponds with a vector dimension. Rows are indexed by word.


	Returns

	pandas DataFrame containing word vectors










	
as_dict()

	Casts word vectors to Python dict.

The dict is indexed by word, with the items being word vectors in the form of numpy arrays.


	Returns

	Python dict containing word vectors










	
write_vecs(vecs_fname)

	Writes word vectors to .vec file.


	Parameters

	vecs_fname – filename to write vectors to
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  Source code for subs2vec.analogies

"""Evaluate word vectors by solving syntactic and semantic analogies."""
import numpy as np
import pandas as pd
import argparse
import os
from .utensils import log_timer
from .vecs import Vectors
import logging
logging.basicConfig(format='[{levelname}] {message}', style='{', level=logging.INFO)
path = os.path.dirname(__file__)


[docs]@log_timer
def solve_analogies(vectors, analogies, novel=False, method='multiplicative', whole_matrix=False):
    """Solves analogies using specified methods.

    :param vectors: Vectors object containing word vectors
    :param analogies: pandas DataFrame of analogies, columns labeled a1, a2, b1(, b2)
    :param novel: whether the task is to solve novel analogies (or alternatively, score the predictions relative to existing analogies)
    :param method: solving method to use (options are `additive` and `multiplicative`, multiplicative is the default and usually performs best)
    :param whole_matrix: boolean determining whether to use whole matrix multiplication (faster, but uses more RAM than you may have available, `False` is the default)
    :return: dict containing score and predictions in separate pandas DataFrames
    """
    missing = 0
    total = len(analogies)
    vecs_dict = vectors.as_dict()

    # make numpy arrays of vecs for given words in analogies
    a1 = []
    a2 = []
    b1 = []
    b2_words = []
    analogies_words = []

    for idx, analogy in analogies.iterrows():
        if all(word in vecs_dict.keys() for word in analogy.values):
            a1.append(vecs_dict[analogy['a1']])
            a2.append(vecs_dict[analogy['a2']])
            b1.append(vecs_dict[analogy['b1']])
            if not novel:
                b2_words.append(analogy['b2'])
            analogies_words.append([analogy['a1'], analogy['a2'], analogy['b1']])
        else:
            missing += 1
    a1 = np.vstack(a1)
    a2 = np.vstack(a2)
    b1 = np.vstack(b1)
    if not novel:
        b2_words = np.vstack(b2_words)
    analogies_words = np.vstack(analogies_words)
    l = len(analogies_words)

    # cosine distance (assumes vectors are normalized to unit length)
    def cos(a, b):
        return np.matmul(a, b.T)

    # cosine similarity (assumes vectors are normalized to unit length)
    def cos_pos(a, b):
        return (1.0 + np.matmul(a, b.T)) / 2.0

    # compute cosine similarity between all word vecs and
    # the vecs predicted from the word word analogy arrays
    if method == 'multiplicative':
        # multiplicative method from Levy & Goldberg (2014)
        eps = np.finfo(np.float64).eps
        if whole_matrix:
            logging.info('computing analogies using whole matrix multiplicative method')
            b2_pred = ((cos_pos(vectors.vectors, b1) * cos_pos(vectors.vectors, a2)) / (cos_pos(vectors.vectors, a1) + eps))
            # zero out other words in analogy (yes, this feels like cheating)
            for i in range(l):
                b2_pred[np.isin(vectors.words, analogies_words[i]), i] = -1.0
            b2_pred_idx = np.argmax(b2_pred, axis=0)
        else:
            logging.info('computing analogies using linewise multiplicative method')
            b2_pred_idx = np.zeros(l, dtype=np.int32)
            for i in range(l):
                b2_pred = ((cos_pos(vectors.vectors, b1[i].reshape(1, -1)) * cos_pos(vectors.vectors, a2[i].reshape(1, -1)))
                           / (cos_pos(vectors.vectors, a1[i].reshape(1, -1)) + eps)).squeeze()
                # zero out other words in analogy (yes, this feels like cheating)
                b2_pred[np.isin(vectors.words, analogies_words[i])] = -1.0
                b2_pred_idx[i] = np.argmax(b2_pred)

    elif method == 'additive':
        # additive method from Mikolov et al. (2013)
        # consider this method deprecated in favor of the multiplicative method
        if whole_matrix:
            logging.info('computing analogies using whole matrix additive method')
            b2_pred = cos(vectors.vectors, b1 - a1 + a2)
            # zero out other words in analogy (yes, this feels like cheating)
            for i in range(l):
                b2_pred[np.isin(vectors.words, analogies_words[i])] = -1.0
            b2_pred_idx = np.argmax(b2_pred, axis=0)
        else:
            logging.info('computing analogies using linewise additive method')
            b2_pred_idx = np.zeros(l, dtype=np.int32)
            for i in range(l):
                b2_pred = cos(vectors.vectors, (b1[i] - a1[i] + a2[i]).reshape(1, -1)).squeeze()
                # zero out other words in analogy (yes, this feels like cheating)
                b2_pred[np.isin(vectors.words, analogies_words[i])] = -1.0
                b2_pred_idx[i] = np.argmax(b2_pred)

    # return pandas df with b2 and b2 predicted
    analogies = pd.DataFrame(analogies_words, columns=['a1', 'a2', 'b1'])
    analogies['b2 predicted'] = vectors.words[b2_pred_idx]
    if not novel:
        analogies['b2'] = b2_words
        analogies['accuracy'] = (analogies['b2'] == analogies['b2 predicted'])
        score = analogies['accuracy'].mean()
        penalty = (total - missing) / total
        adjusted_score = score * penalty
        score = pd.DataFrame({'score': [score], 'adjusted score': [adjusted_score]})
    else:
        score = np.nan
    return {'score': score, 'predictions': analogies}



[docs]@log_timer
def evaluate_analogies(lang, vecs_fname, method='multiplicative', whole_matrix=False):
    """Solve all available analogies for a set of word vectors in a given language.

    Writes scores to tab-separated text file but also returns them.

    :param vecs_fname: filename of a file containing a set of word vectors
    :param lang: language to evaluate word vectors in (uses two-letter ISO codes)
    :param method: solving method to use (options are `additive` and `multiplicative`, multiplicative is the default and usually performs best)
    :param whole_matrix: boolean determining whether to use whole matrix multiplication (faster, but uses more RAM than you may have available, `False` is the default)
    :return: pandas DataFrame containing the analogies results
    """
    analogies_path = os.path.join(path, 'datasets', 'analogies')
    if not os.path.exists('results'):
        os.mkdir('results')
    results_path = os.path.join('results', 'analogies')
    if not os.path.exists(results_path):
        os.mkdir(results_path)
    logging.info(f'evaluating analogy solving with {vecs_fname}')
    vectors = Vectors(vecs_fname, normalize=True, n=2e5, d=300)
    scores = []
    for analogies_fname in os.listdir(analogies_path):
        if analogies_fname.startswith(lang):
            if analogies_fname.startswith(lang) and analogies_fname.endswith('.tsv'):
                logging.info(f'solving analogies from {analogies_fname}')
                analogies = pd.read_csv(os.path.join(analogies_path, analogies_fname), sep='\t', comment='#')
                score = solve_analogies(vectors, analogies, method=method, whole_matrix=whole_matrix)['score']
                score['source'] = analogies_fname
                scores.append(score)
    scores_fname = os.path.split(vecs_fname)[1].replace('.vec', '.tsv')
    if len(scores) > 0:
        scores = pd.concat(scores)
        scores.to_csv(os.path.join(results_path, scores_fname), sep='\t', index=False)
        return scores



[docs]def novel_analogies(vecs_fname, analogies_fname, method='multiplicative', whole_matrix=False):
    """Solve novel analogies, using word vectors.

    Writes predictions to tab-separated text file.

    :param vecs_fname: file containing word vectors to use for prediction.
    :param analogies_fname: file containing analogies in tab-separated columns named 'a1', 'a2', and 'b1'
    :param method: solving method to use (options are `additive` and `multiplicative`, multiplicative is the default and usually performs best)
    :param whole_matrix: boolean determining whether to use whole matrix multiplication (faster, but uses more RAM than you may have available, `False` is the default)
    """
    logging.info(f'solving novel analogies with {vecs_fname}')
    vectors = Vectors(vecs_fname, normalize=True, n=1e6, d=300)
    analogies = pd.read_csv(analogies_fname, sep='\t', comment='#')
    results = solve_analogies(vectors, analogies, novel=True, method=method, whole_matrix=whole_matrix)
    base_fname = '.'.join(analogies_fname.split('.')[:-1])
    results['predictions'].to_csv(f'{base_fname}.predictions.tsv', sep='\t', index=False)



if __name__ == '__main__':
    argparser = argparse.ArgumentParser(description='solve syntactic and semantic analogies from Mikolov et al. (2013)')
    argparser.add_argument('lang', help='language to solve analogies in (uses two-letter ISO language codes)')
    argparser.add_argument('vecs_fname', help='word vectors to evaluate')
    argparser.add_argument('--whole_matrix', action='store_true',
                           help='perform computations using whole matrices instead of column-wise (potentially results in big memory footprint)')
    argparser.add_argument('--novel_analogies', help='file containing novel analogies to solve, in tab-separated columns named a1, a2, and b1')
    args = argparser.parse_args()

    if args.novel_analogies:
        novel_analogies(vecs_fname=args.vecs_fname, analogies_fname=args.novel_analogies, whole_matrix=args.whole_matrix)
    else:
        print(evaluate_analogies(lang=args.lang, vecs_fname=args.vecs_fname, whole_matrix=args.whole_matrix))




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.clean_subs

"""Clean and concatenate OpenSubtitles archives into a single training corpus."""
import os
import zipfile
import argparse
import re
from .utensils import log_timer
from lxml import etree
import logging
logging.basicConfig(format='[{levelname}] {message}', style='{', level=logging.INFO)


def _strip_upos(tree):
    # format [word]_[POS tag]
    stripped = []
    for node in tree.iter():
        if node.tag == 's':
            stripped.append('\n')
        if node.tag == 'w':
            stripped.append(f'{node.text}_{node.get("upos")} ')
    return u''.join(stripped)


def _strip_lemma(tree):
    # format [lemmatized word]
    stripped = []
    for node in tree.iter():
        if node.tag == 's':
            stripped.append('\n')
        if node.tag == 'w':
            stripped.append(f'{node.get("lemma")}_{node.get("upos")} ')
    return u''.join(stripped)


def _strip_txt(tree):
    # format [sentence]
    for node in tree.iter():
        if node.tag == 'meta':
            tree.remove(node)
    return etree.tostring(tree, encoding=str, method='text')


def _strip_viz(tree):
    # format [timestamp in ms] [sentence]
    stripped = []
    for node in tree.iter():
        if node.tag == 's':
            children = list(node)
            if len(children) > 0:
                if children[0].tag == 'time':
                    timestamp = children[0].get('value').replace(':', '').replace(',', '.')
                    txt = etree.tostring(node, encoding=str, method='text').replace('\n', '')
                    stripped.append(f'[{timestamp}] {txt}')
    return u'\n'.join(stripped)


def _strip_xml(text, xmlparser, ioformat='txt'):
    tree = etree.fromstring(text, xmlparser)
    if ioformat == 'upos':
        return _strip_upos(tree)
    elif ioformat == 'lemma':
        return _strip_lemma(tree)
    elif ioformat == 'txt':
        return _strip_txt(tree)
    elif ioformat == 'viz':
        return _strip_viz(tree)


[docs]@log_timer
def strip_archive(lang, ioformat='txt', years=(1900, 2100)):
    """Strip xml from a compressed OpenSubtitles archive.

    Writes stripped output directly to a new compressed archive.

    :param lang: language of the archive to strip (selects the correct archive)
    :param ioformat: input/output format, default is txt
    :param years: tuple of first and last year to select only subtitles from a range of years, default is 1900 to 2100
    """
    read_zip = zipfile.ZipFile(f'{lang}.zip', 'r')
    write_zip = zipfile.ZipFile(f'{lang}_stripped.zip', 'a')
    if ioformat in ['txt', 'viz']:
        dirpath = 'OpenSubtitles/raw'
    elif ioformat in ['upos', 'lemma']:
        dirpath = 'OpenSubtitles/parsed'
    filepaths = []
    for filepath in read_zip.namelist():
        if filepath.endswith('xml'):
            if filepath.startswith(os.path.join(dirpath, lang)):
                if int(filepath.split('/')[3]) in range(*years):
                    filepaths.append(filepath)
    logging.info(f'stripping xml from {len(filepaths)} subtitles in {lang}')
    # XML parser recover option is needed to deal with malformed XML in subs
    xmlparser = etree.XMLParser(recover=True, encoding='utf-8')
    for filepath in sorted(filepaths):
        write_zip.writestr(filepath.replace('xml', ioformat),
                           _strip_xml(read_zip.open(filepath).read(), xmlparser, ioformat))



regeces = [
    (r'<.*?>', ''),  # strip other xml tags
    (r'http.*?(?:[\s\n\]]|$)', ''),  # strip links
    (r'\s\(.*?\)', ''),  # remove everything in parentheses
    (r'([^\s]{2,})[\.\!\?\:\;]+?[\s\n]|$', '\\1\n'),  # break sentences at periods
    (r"[-–—/']", ' '),  # replace hyphens, apostrophes and slashes with spaces
    (r'\s*\n\s*', '\n'),  # strip empty lines and lines containing whitespace
    (r'\s{2,}', ' '),  # strip excessive spaces
]
patterns = [(re.compile(regec[0], re.IGNORECASE), regec[1]) for regec in regeces]
def _strip_punctuation(txt, ioformat='txt'):
    """Strip punctuation from a string of text.

    :param txt: text to strip punctuation from
    :param ioformat: input/output format, default is txt
    :return: stripped text
    """
    if ioformat != 'viz':
        for pattern in patterns:
            txt = pattern[0].sub(pattern[1], txt)
        if ioformat == 'txt':
            txt = ''.join([letter for letter in txt if (letter.isalnum() or letter.isspace())])
        elif ioformat in ['lemma', 'upos']:
            txt = ''.join([letter for letter in txt if (letter.isalnum() or letter.isspace() or (letter == '_'))])
        else:
            txt = ''.join([letter for letter in txt if (letter.isalnum() or letter.isspace())])
    return txt


[docs]@log_timer
def join_archive(lang, ioformat='txt', years=(1900, 2050), verbose=False):
    """Concatenate a stripped OpenSubtitles archive into a single training corpus.

    :param lang: language of the archive to join (selects the correct archive)
    :param ioformat: input/output format (default is txt)
    :param years: tuple of first and last year to select only subtitles from a range of years, default is 1900 to 2100.
    :param verbose: boolean setting whether or not to print a progress bar to the command line, default is False
    :return: number of files that were concatenated
    """
    read_zip = zipfile.ZipFile(f'{lang}_stripped.zip', 'r')
    out_fname = f'{lang}.{ioformat}'
    if ioformat in ['txt', 'viz']:
        dirpath = 'OpenSubtitles/raw'
    elif ioformat in ['upos', 'lemma']:
        dirpath = 'OpenSubtitles/parsed'
    filepaths = []
    for filepath in read_zip.namelist():
        if filepath.endswith(ioformat):
            if filepath.startswith(os.path.join(dirpath, lang)):
                if int(filepath.split('/')[3]) in range(*years):
                    filepaths.append(filepath)
    total = len(filepaths)
    logging.info(f'joining {len(filepaths)} subtitles in {lang} into a single file')
    i = 0
    with open(out_fname, 'w') as outfile:
        for filepath in filepaths:
                outfile.write(_strip_punctuation(read_zip.open(filepath).read().decode('utf-8'), ioformat))
                if verbose:
                    i += 1
                    print(f'\tprogress: {(float(i) / total) * 100:5.2f}%', end='\r')
        if verbose:
            print('')
    return total



if __name__ == '__main__':
    argparser = argparse.ArgumentParser(description='clean subtitles for training distributional semantics models')
    argparser.add_argument('lang', help='language to clean')
    argparser.add_argument('--strip', action='store_true', help='strip xml from subtitles archive')
    argparser.add_argument('--years', default=(1900, 2050), nargs=2, type=int, help='range of years to include')
    argparser.add_argument('--join', action='store_true', help='concatenate stripped archive')
    argparser.add_argument('--ioformat', default='txt', choices=['txt', 'lemma', 'upos', 'viz'],
                           help='input/output format')
    args = argparser.parse_args()

    if args.strip:
        strip_archive(lang=args.lang, ioformat=args.ioformat, years=args.years)
    if args.join:
        join_archive(lang=args.lang, ioformat=args.ioformat, years=args.years)




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.clean_wiki

"""Clean Wikipedia dumps for use as a training corpus."""
import re
import argparse
import html
import bz2
import logging
from .utensils import log_timer
from multiprocessing import cpu_count
logging.basicConfig(format='[{levelname}] {message}', style='{', level=logging.INFO)
cores = int(cpu_count() / 2)


[docs]@log_timer
def strip_wiki_file(fname):
    """Strip xml and other tags from Wikipedia dump.

    Writes stripped Wikipedia text directly to text file.

    :param fname: Wikipedia dump file, in xml or bzip2 format.
    """
    logging.info(f'stripping {fname}')
    if fname.endswith('.bz2'):
        with bz2.open(fname, 'rt', encoding='utf-8') as in_file, open(fname.replace('.xml.bz2', '.txt'), 'w', encoding='utf-8') as out_file:
            out_file.write(_strip_wiki_xml(in_file.read()))
    if fname.endswith('.xml'):
        with open(fname, 'r', encoding='utf-8') as in_file, open(fname.replace('.xml', '.txt'), 'w', encoding='utf-8') as out_file:
            out_file.write(_strip_wiki_xml(in_file.read()))
    logging.info(f'completed stripping {fname}')



[docs]@log_timer
def big_strip_wiki_file(fname, lines_per_chunk=1e6):
    """Strip xml and other tags from a Wikipedia dump that doesn't fit into RAM.

    Processes Wikipedia dump in chunks and then concatenates the junks into a single text file.

    :param fname: Wikipedia dump file, in xml or bzip2 format.
    :param lines_per_chunk: number of lines in each chunk (default is 1e6, one million lines)
    """
    logging.info(f'stripping {fname}')
    if fname.endswith('.bz2'):
        with bz2.open(fname, 'rt', encoding='utf-8') as in_file, open(fname.replace('.xml.bz2', '.txt'), 'w', encoding='utf-8') as out_file:

            i = 0
            j = 0
            lines = []
            text = False
            for line in in_file:
                if '<text' in line:
                    lines.append(line)
                    text = True
                elif '</text' in line:
                    lines.append(line)
                    text = False
                    if i > ((j + 1) * int(lines_per_chunk)):
                        out_file.write(_strip_wiki_xml(''.join(lines)))
                        lines = []
                        j += 1
                else:
                    if text:
                        lines.append(line)
                        i += 1
            out_file.write(_strip_wiki_xml(''.join(lines)))

    if fname.endswith('.xml'):
        with open(fname, 'r', encoding='utf-8') as in_file, open(fname.replace('.xml', '.txt'), 'w', encoding='utf-8') as out_file:
            out_file.write(_strip_wiki_xml(in_file.read()))
    logging.info(f'completed stripping {fname}')



def _strip_curly(txt):
    curly = 0
    txt = list(txt)
    for i in range(len(txt)):
        if txt[i] == '{':
            curly += 1
        elif txt[i] == '}':
            curly -= 1
            txt[i] = ''
        if curly > 0:
            txt[i] = ''
        elif curly < 0:
            # there appear to be more closing than opening brackets in this lemma, we should just discard it
            txt = []
            break
    return ''.join(txt)


regeces = [
    (r'(?s)<ref.*?</ref>', ''),  # strip reference links
    (r'(?s)<references.*?</references>', ''),  # strip references
    (r'(?s)<table.*?</table>', ''),  # strip tables
    (r'(?s)<gallery.*?</gallery>', ''),  # strip galleries
    (r'(?s)<kml.*?</kml>', ''),  # strip KML tags
    (r'<.*?>', ''),  # strip other xml tags
    (r'http.*?(?:[\s\n\]]|$)', ''),  # strip external http(s) links
    (r'\[\[[^\]]*?:.*\|(.*?)\]\]', '\\1'),  # strip links to files, etc. but keep labels
    (r'\[\[[^\]]*?:(.*?)\]\]', ''),  # strip category links
    (r'\[\[[^\]]*?\|(.*?)\]\]', '\\1'),  # convert labeled links to just labels
    (r'(?m)^[\s]*[!?*;:=+\-|#_].*?$', ''),  # strip lines that do not start with alphanumerics, quotes, or brackets
    (r'(?m)^.*?\(UTC\).*?$', ''),  # strip lines containing a time stamp
    (r'\s\(.*?\)', ''),  # remove everything in parentheses
    (r'([^\s.!?:;]{2})[.!?:;]+?[\s\n]|$', '\\1\n'),  # break sentences at periods
    (r"[-–—/']", ' '),  # replace hyphens, apostrophes and slashes with spaces
    (r'\s*\n\s*', '\n'),  # strip empty lines and lines containing whitespace
    (r'\s{2,}', ' '),  # strip excessive spaces
]
patterns = [(re.compile(regec[0], re.IGNORECASE), regec[1]) for regec in regeces]
def _strip_wiki_xml(txts):
    """Strip xml and other tags from Wikipedia text.

    :param txts: Wikipedia dump text containing multiple articles
    :return: stripped Wikipedia text
    """
    pattern = re.compile('<text.*?>(.*?)</text>', re.DOTALL)
    txts = pattern.findall(html.unescape(html.unescape(txts)))  # double unescape because Wikipedia dumps are a mess

    txts = [_strip_curly(txt) if ((not txt.startswith('#'))
                                 and ('<noinclude>' not in txt.lower())
                                 and ('__noindex__' not in txt.lower())
                                 ) else '' for txt in txts]

    for i in range(len(txts)):
        for pattern in patterns:
            txts[i] = pattern[0].sub(pattern[1], txts[i])

    txts = [''.join([letter for letter in txt if (letter.isalnum() or letter.isspace())]) for txt in txts if txt != '']
    return '\n'.join(txts)


if __name__ == '__main__':
    argparser = argparse.ArgumentParser(description='strip Wikipedia dumps of xml and other tags')
    argparser.add_argument('fname', help='name of Wikipedia dump file')
    argparser.add_argument('--big', action='store_true', help='use special method for files that do not fit in RAM')
    args = argparser.parse_args()

    if args.big:
        big_strip_wiki_file(fname=args.fname)
    else:
        strip_wiki_file(fname=args.fname)




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.count_words

"""Count words in a training corpus or other file or directory of files."""
import os
import argparse


[docs]def count_words(fname):
    """Count words in a file.

    :param fname: name of file to count words in
    :return: number of words in the file
    """
    with open(fname, 'r') as infile:
        wordcount = 0
        linecount = 0
        for line in infile:
            line = line.strip('\n')
            if line != '':
                linecount += 1
                wordcount += len(line.split(' '))
        return wordcount, linecount



[docs]def count_words_in_path(path):
    """Count words in text files on a given path.

    :param path: either filename or directory name to count words in
    """
    print('file\twords\tlines\tmean_line_length')
    if os.path.isdir(path):
        for fname in sorted(os.listdir(path)):
            if fname.endswith('.txt'):
                filepath = os.path.join(path, fname)
                wordcount, linecount = count_words(filepath)
                print(f'{fname}\t{wordcount}\t{linecount}\t{wordcount / linecount}')
    else:
        wordcount, linecount = count_words(path)
        print(f'{path}\t{wordcount}\t{linecount}\t{wordcount / linecount:.2f}')



if __name__ == '__main__':
    argparser = argparse.ArgumentParser(description='count words in text files')
    argparser.add_argument('path', help='file or directory that files are located in')
    args = argparser.parse_args()

    count_words_in_path(args.path)




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.deduplicate

"""Remove duplicate lines from a text file."""
import os
import argparse
import random
import itertools
from .utensils import log_timer
import logging
logging.basicConfig(format='[{levelname}] {message}', style='{', level=logging.INFO)


[docs]@log_timer
def dedup_file(in_fname, out_fname):
    """Removes duplicate lines from a text file.

    Writes directly to text file.

    :param in_fname: file to read text from
    :param out_fname: file to write text to
    """
    with open(in_fname, 'r') as in_file, open(out_fname, 'w') as out_file:
        lines = in_file.read().split('\n')
        n_lines = len(lines)
        lines = list(set(lines))
        n_duplicates = n_lines - len(lines)
        random.shuffle(lines)
        out_file.write('\n'.join(lines))
    logging.info(f'deduplicated {in_fname}, removed {n_duplicates} duplicates out of {n_lines} lines')
    return n_lines, n_duplicates



[docs]@log_timer
def big_dedup_file(in_fname, out_fname, n_bins):
    """Remove duplicate lines from a text file that does not fit into RAM.

    Because of `itertools.cycle()` this is only pseudorandomized and pseudodeduplicated
    (i.e.: consecutive lines of input cannot end up as consecutive in the output and up to n_bins duplicates of an item may remain).
    If your file fits into RAM afterward, you may consider running it through normal deduplication (which includes true randomization).
    Writes directly to text file.

    :param in_fname: file to read text from
    :param out_fname: file to write text to
    :param n_bins: number of bins to split files into (note that up to n_bins duplicates of any given line may remain after applying this function.
    """
    filehandles = []
    for i in range(n_bins):
        filehandles.append(open(f'temp{i}.txt', 'w'))
    handle_iter = itertools.cycle(filehandles)
    with open(in_fname, 'r') as in_file:
        for line in in_file:
            next(handle_iter).write(line)
    for filehandle in filehandles:
        filehandle.close()

    with open(out_fname, 'w') as out_file:
        for i in range(n_bins):
            with open(f'temp{i}.txt', 'r') as tempfile:
                # deduplicate
                lines = list(set(tempfile.read().split('\n')))
                random.shuffle(lines)
                out_file.write('\n'.join(lines))
    logging.info(f'pseudodeduplicated {in_fname}, {out_fname} is also pseudorandomized')



if __name__ == '__main__':
    argparser = argparse.ArgumentParser(description='remove duplicate lines from a text file')
    argparser.add_argument('fname', help='file to deduplicate')
    argparser.add_argument('--bins', default=1, type=int,
                           help='number of temporary files to use when the input file is too big to fit in memory')
    args = argparser.parse_args()

    path, fname = os.path.split(args.fname)
    if args.bins == 1:
        dedup_file(in_fname=args.fname, out_fname=os.path.join(path, 'dedup.' + fname))
    else:
        big_dedup_file(in_fname=args.fname, out_fname=os.path.join(path, 'dedup.' + fname), n_bins=args.bins)




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.download

"""Download datasets for training subs2vec models (not Windows-compatible)."""
import subprocess
import pandas as pd
import argparse
import os
path = os.path.dirname(__file__)


[docs]def download_corpus(lang, source):
    """Convenient method for downloading corpora.

    Uses the subprocess module and curl to download corpora.
    Not Windows-compatible.

    :param lang: language to download (use 2-letter ISO code)
    :param source: corpus to download, (options are "subs" or "wiki")
    """
    urls = {
        'subs': f'http://opus.nlpl.eu/download.php?f=OpenSubtitles/v2018/raw/{lang}.zip',
        'wiki': f'http://dumps.wikimedia.your.org/{lang}wiki/latest/{lang}wiki-latest-pages-meta-current.xml.bz2'
    }
    subprocess.run(['curl', '-OLk', urls[source]])



[docs]def download_vecs(lang, source, binaries=False):
    """Convenient method for downloading vectors.

    Uses the subprocess module and curl to download corpora.
    Not Windows-compatible.

    :param lang: language to download (use 2-letter ISO code)
    :param source: corpus to download, (options are "subs", "wiki", or "wiki+subs")
    :param binaries: download binaries instead of vecs, boolean (set to False by default)
    """
    df = pd.read_csv(os.path.join(path, 'paper_results', 'corpus_data.tsv'), sep='\t')
    if binaries:
        filetype = 'binary'  # look up model binary url in df
    else:
        filetype = 'topvecs'  # look up url for top 1M vecs in df
    url = df.loc[(df['lang'] == lang) & (df['vecs'] == source), filetype].values[0]
    fname = f'{source.replace("+", "-")}.{lang}.1e6.zip'
    subprocess.run(['curl', '-Lo', fname, f'{url}@download'])



if __name__ == '__main__':
    argparser = argparse.ArgumentParser(description='download datasets for training subs2vec models (not Windows-compatible)')
    argparser.add_argument('lang', help='language to download (use 2-letter ISO code)')
    argparser.add_argument('source', choices=['subs', 'wiki', 'wiki+subs'], help='what source to download from')
    argparser.add_argument('--vecs', action='store_true', help='download vectors')
    argparser.add_argument('--binaries', action='store_true', help='download binaries')
    argparser.add_argument('--corpus', action='store_true', help='download corpus')
    args = argparser.parse_args()

    if args.vecs:
        download_vecs(args.lang, args.source)
    if args.binaries:
        download_vecs(args.lang, args.source, binaries=args.binaries)
    if args.corpus:
        download_corpus(args.lang, args.source)




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.frequencies

"""Extract unigram, bigram, and trigram frequencies, either from a text corpus or from a pre-existing frequencies file."""
import argparse
import collections
import os
import pandas as pd
from .utensils import log_timer
import logging
logging.basicConfig(format='[{levelname}] {message}', style='{', level=logging.INFO)


[docs]@log_timer
def count_ngrams(fname, kind='words', min_freq=1, no_bigrams=False, no_trigrams=False):
    """Counts unigrams, bigrams, and trigrams line-by-line in a text corpus.

    :param fname: text corpus to count in
    :param kind: kind of items to count (options are 'words' or 'letters')
    :param min_freq: minimum frequency threshold for an item to be included in the output
    :param no_bigrams: whether to skip counting bigrams for improved speed/memory footprint (default False)
    :param no_trigrams: whether to skip counting trigrams for improved speed/memory footprint (default False)
    :return: tuple of pandas DataFrames containing frequencies for unigrams, bigrams, and trigrams, respectively
    """
    # initialize Counter objects
    unigrams = collections.Counter()
    bigrams = collections.Counter()
    trigrams = collections.Counter()

    # function to update all three counters at once
    def update_counters(item):
        unigrams.update(item)
        if not no_bigrams:
            bigrams.update([' '.join(bigram) for bigram in zip(item[:-1], item[1:])])
        if not no_trigrams:
            trigrams.update([' '.join(trigram) for trigram in zip(item[:-2], item[1:-1], item[2:])])

    # open corpus file and count
    with open(fname, 'r') as txtfile:
        for line in txtfile:
            line = line.lower().strip('\n').split(' ')
            if kind == 'words':
                update_counters(line)
            elif kind == 'letters':
                for word in line:
                    update_counters(list(word))

    # remove items below frequency threshold
    if min_freq > 1:
        for counter in [unigrams, bigrams, trigrams]:
            for key, value in list(counter.items()):
                if value < min_freq:
                    del counter[key]

    # convert to pandas DataFrames and sort
    unigrams = pd.DataFrame.from_dict(unigrams, orient='index', columns=['unigram_freq']).sort_values(by=['unigram_freq'], ascending=False)
    bigrams = pd.DataFrame.from_dict(bigrams, orient='index', columns=['bigram_freq']).sort_values(by=['bigram_freq'], ascending=False)
    trigrams = pd.DataFrame.from_dict(trigrams, orient='index', columns=['trigram_freq']).sort_values(by=['trigram_freq'], ascending=False)

    base_fname = '.'.join(os.path.basename(fname).split('.')[:-1])
    unigrams.to_csv(f'{base_fname}.{kind}.unigrams.tsv', index_label='unigram', sep='\t')
    bigrams.to_csv(f'{base_fname}.{kind}.bigrams.tsv', index_label='bigram', sep='\t')
    trigrams.to_csv(f'{base_fname}.{kind}.trigrams.tsv', index_label='trigram', sep='\t')
    return unigrams, bigrams, trigrams



if __name__ == '__main__':
    argparser = argparse.ArgumentParser(description='Extract unigram, bigram, and trigram frequencies from a text file')
    argparser.add_argument('fname', help='text file to counts frequencies in')
    argparser.add_argument('--kind', default='words', choices=['words', 'letters'])
    argparser.add_argument('--min_freq', help='minimum frequency for an item to be included', default=1, type=int)
    argparser.add_argument('--no_bigrams', help='do not count bigrams', action='store_true')
    argparser.add_argument('--no_trigrams', help='do not count trigrams', action='store_true')
    args = argparser.parse_args()

    count_ngrams(**vars(args))




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.lang_evaluate

"""Evaluate a set of vectors for a given language."""
import os
import argparse
from .norms import evaluate_norms
from .analogies import evaluate_analogies
from .similarities import evaluate_similarities
import logging
logging.basicConfig(format='[{levelname}] {message}', style='{', level=logging.INFO)


[docs]def evaluate_lang(lang, vecs_fname):
    """Evaluate a set of vectors on all available metrics.

    :param lang: language to evaluate
    :param vecs_fname: .vec file containing word vectors
    """
    logging.info(f'evaluating {vecs_fname} with all evaluation datasets available in {lang}')
    evaluate_norms(lang, vecs_fname)
    evaluate_similarities(lang, vecs_fname)
    evaluate_analogies(lang, vecs_fname)



if __name__ == '__main__':
    argparser = argparse.ArgumentParser()
    argparser.add_argument('lang')
    args = argparser.parse_args()

    # kludge to quickly evaluate all vectors/datasets for Van Paridon & Thompson (2019)
    lang = args.lang
    filepaths = [f'../../for_publication/{lang}/wiki-subs.{lang}.vec',
                 f'../../for_publication/{lang}/subs.{lang}.vec',
                 f'../../for_publication/{lang}/wiki.{lang}.vec']
    for filepath in filepaths:
        if os.path.exists(filepath):
            evaluate_lang(lang=lang, vecs_fname=filepath)




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.lookup

"""Look up items in large lists of frequencies, norms, or vectors."""
import argparse


[docs]def lookup(big_fname, items_fname):
    """Line-wise Lookup of a list of items in a large file.

    :param big_fname: filename of large file to look up items in
    :param items_fname: filename of list of items to look up
    """
    out_fname = f'lookup.{items_fname}'
    with open(big_fname, 'r') as big_file, open(items_fname, 'r') as items_file, open(out_fname, 'w') as out_file:
        items = items_file.read().split('\n')
        items = [item for item in items if item != '']
        for line in big_file:
            for item in items:
                if item in line:
                    out_file.write(line)



if __name__ == '__main__':
    argparser = argparse.ArgumentParser(description='count words in files in a given directory')
    argparser.add_argument('big_fname', help='large file to look up items in')
    argparser.add_argument('items_fname', help='file containing list of items to look up')
    args = argparser.parse_args()
    
    lookup(**vars(args))




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.norms

"""Predict lexical norms, either to evaluate word vectors, or to get norms for unnormed words."""
import numpy as np
import pandas as pd
import sklearn.linear_model
import sklearn.model_selection
import sklearn.preprocessing
import sklearn.utils
import argparse
import os
from .vecs import Vectors
from .utensils import log_timer
import logging
logging.basicConfig(format='[{levelname}] {message}', style='{', level=logging.INFO)
path = os.path.dirname(__file__)


[docs]@log_timer
def evaluate_norms(lang, vecs_fname, alpha=1.0):
    """Predict lexical norms to evaluate a set of word vectors in a given language.
    
    Writes scores to tab-separated text file but also returns them.

    :param lang: language to evaluate word vectors in (uses two-letter ISO codes)
    :param vecs_fname: word vectors to evaluate
    :param alpha: regularization strength, default 1.0, set higher for small datasets
    :return: pandas DataFrame containing the norms results
    """
    norms_path = os.path.join(path, 'datasets', 'norms')
    if not os.path.exists('results'):
        os.mkdir('results')
    results_path = os.path.join('results', 'norms')
    if not os.path.exists(results_path):
        os.mkdir(results_path)
    logging.info(f'evaluating lexical norm prediction with {vecs_fname}')
    vectors = Vectors(vecs_fname, normalize=True, n=1e6, d=300)
    scores = []
    for norms_fname in os.listdir(norms_path):
        if norms_fname.startswith(lang):
            logging.info(f'predicting norms from {norms_fname}')
            norms = pd.read_csv(os.path.join(norms_path, norms_fname), sep='\t', comment='#')
            norms = norms.set_index('word')
            score = predict_norms(vectors, norms, alpha)['scores']
            score['source'] = norms_fname
            scores.append(score)
    scores_fname = os.path.split(vecs_fname)[1].replace('.vec', '.tsv')
    if len(scores) > 0:
        scores = pd.concat(scores)
        scores.to_csv(os.path.join(results_path, scores_fname), sep='\t', index=False)
        return scores



[docs]@log_timer
def predict_norms(vectors, norms, alpha=1.0):
    """Predict lexical norms and return score.

    :param vectors: Vectors object containing word vectors
    :param norms: pandas DataFrame of lexical norms
    :param alpha: regularization strength, default 1.0, set higher for small datasets
    :return: dict containing scores and predictions in separate pandas DataFrames
    """
    vecs_df = vectors.as_df()
    cols = norms.columns.values
    df = norms.join(vecs_df, how='inner')
    # compensate for missing ys somehow
    total = len(norms)
    missing = len(norms) - len(df)
    penalty = (total - missing) / total
    logging.info(f'missing vectors for {missing} out of {total} words')
    df = sklearn.utils.shuffle(df)  # shuffle is important for unbiased results on ordered datasets!

    model = sklearn.linear_model.Ridge(alpha=alpha)  # use ridge regression models
    cv = sklearn.model_selection.RepeatedKFold(n_splits=5, n_repeats=10)

    # compute crossvalidated prediction scores
    scores = []
    for col in cols:
        # set dependent variable and calculate 10-fold mean fit/predict scores
        df_subset = df.loc[:, vecs_df.columns.values]  # use .loc[] so copy is created and no setting with copy warning is issued
        df_subset[col] = df[col]
        df_subset = df_subset.dropna()  # drop NaNs for this specific y
        x = df_subset[vecs_df.columns.values]
        y = df_subset[col]
        cv_scores = sklearn.model_selection.cross_val_score(model, x, y, cv=cv)
        median_score = np.median(cv_scores)
        penalized_score = median_score * penalty
        scores.append({
            'norm': col,
            'adjusted r': np.sqrt(penalized_score),  # take square root of explained variance to get Pearson r
            'adjusted r-squared': penalized_score,
            'r-squared': median_score,
            'r': np.sqrt(median_score),
        })

    # predict (extend norms)
    x_full = df[vecs_df.columns.values]
    predictions = df.loc[:, cols]  # use .loc[] so copy is created and no setting with copy warning is raised by pandas
    for col in cols:
        # set dependent variable and fit, but predict for whole x (so including unobserved y)
        df_subset = df.loc[:, vecs_df.columns.values]  # use .loc[] so copy is created and no setting with copy warning is raised
        df_subset[col] = df[col]
        df_subset = df_subset.dropna()  # drop NaNs for this specific y
        x = df_subset[vecs_df.columns.values]
        y = df_subset[col]
        model.fit(x, y)
        predictions[f'{col} predicted'] = model.predict(x_full)

    return {'scores': pd.DataFrame(scores), 'predictions': predictions}



[docs]def extend_norms(vecs_fname, norms_fname, alpha=1.0):
    """Extend lexical norms to unobserved words, using word vectors.

    Writes predictions to tab-separated text file.

    :param vecs_fname: file containing word vectors to use for prediction.
    :param norms_fname: file containing norms in tab-separated columns, first column should contain words,
    first line should contain column names, unobserved cells should be left empty
    :param alpha: regularization strength, default 1.0, set higher for small datasets
    """
    logging.info(f'extending lexical norms with {vecs_fname}')
    vectors = Vectors(vecs_fname, normalize=True, n=1e6, d=300)
    norms = pd.read_csv(norms_fname, sep='\t', comment='#')
    norms = norms.set_index('word')
    results = predict_norms(vectors, norms, alpha)
    base_fname = '.'.join(norms_fname.split('.')[:-1])
    results['scores'].to_csv(f'{base_fname}.scores.tsv', sep='\t', index=False)
    results['predictions'].to_csv(f'{base_fname}.predictions.tsv', sep='\t', index=True)



if __name__ == '__main__':
    argparser = argparse.ArgumentParser(description='perform crossvalidated penalized regression of lexical norms using word vectors as predictors')
    argparser.add_argument('lang', help='language to predict norms for (uses two-letter ISO language codes)')
    argparser.add_argument('vecs_fname', help='vectors to evaluate (or use for lexical norm extension')
    argparser.add_argument('--extend_norms', help='file containing lexical norms to extend')
    argparser.add_argument('--alpha', type=float, default=1.0, help='regularization strength, default 1.0, set higher for small datasets')
    args = argparser.parse_args()

    if args.extend_norms:
        extend_norms(vecs_fname=args.vecs_fname, norms_fname=args.extend_norms, alpha=args.alpha)
    else:
        print(evaluate_norms(lang=args.lang, vecs_fname=args.vecs_fname, alpha=args.alpha))




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.similarities

"""Compute rank correlations between word vector cosine similarities and human ratings of semantic similarity."""
import numpy as np
import pandas as pd
import argparse
import os
import scipy.spatial.distance
import scipy.stats
from .vecs import Vectors
from .utensils import log_timer
import logging
logging.basicConfig(format='[{levelname}] {message}', style='{', level=logging.INFO)
path = os.path.dirname(__file__)


[docs]@log_timer
def compare_similarities(vectors, similarities):
    """Correlate vector similarities to human ratings of semantic similarity.

    Computes cosine similarities, and uses rank (Spearman) correlation as a measure of similarity to the specified human ratings.

    :param vectors: Vectors object containing word vectors.
    :param similarities: pandas DataFrame of similarities, labeled word1, word2, and similarity
    :return: dict containing score and predictions in separate pandas DataFrames
    """
    vecs_dict = vectors.as_dict()
    vecs_dsm = []
    similarities_dsm = []
    word1 = []
    word2 = []
    missing = 0

    for index, pair in similarities.iterrows():
        if all(word in vecs_dict.keys() for word in (pair['word1'], pair['word2'])):
            vecs_dsm.append(1.0 - scipy.spatial.distance.cosine(vecs_dict[pair['word1']], vecs_dict[pair['word2']]))
            similarities_dsm.append(pair['similarity'])
            word1.append(pair['word1'])
            word2.append(pair['word2'])
        else:
            missing += 1

    total = len(similarities)
    penalty = (total - missing) / total
    score = scipy.stats.spearmanr(similarities_dsm, vecs_dsm)[0]
    adjusted_score = scipy.stats.spearmanr(similarities_dsm, vecs_dsm)[0] * penalty
    score = pd.DataFrame({'rank r': [score], 'adjusted rank r': [adjusted_score]})
    predictions = pd.DataFrame({'word1': word1, 'word2': word2, 'similarity': similarities_dsm, 'predicted similarity': vecs_dsm})
    return {'scores': score, 'predictions': predictions}



[docs]@log_timer
def evaluate_similarities(lang, vecs_fname):
    """Compute similarities for all available ratings datasets for a set of word vectors in a given language.

    Writes scores to tab-separated text file but also returns them.

    :param lang: language to evaluate word vectors in (uses two-letter ISO codes)
    :param vecs_fname: word vectors to evaluate
    :return: pandas DataFrame containing the similarities results
    """
    similarities_path = os.path.join(path, 'datasets', 'similarities')
    if not os.path.exists('results'):
        os.mkdir('results')
    results_path = os.path.join('results', 'similarities')
    if not os.path.exists(results_path):
        os.mkdir(results_path)
    logging.info(f'evaluating semantic similarities with {vecs_fname}')
    vectors = Vectors(vecs_fname, normalize=True, n=1e6, d=300)
    scores = []
    for similarities_fname in os.listdir(similarities_path):
        if similarities_fname.startswith(lang):
            logging.info(f'correlating similarities from {similarities_fname}')
            similarities = pd.read_csv(os.path.join(similarities_path, similarities_fname), sep='\t', comment='#')
            score = compare_similarities(vectors, similarities)['scores']
            score['source'] = similarities_fname
            scores.append(score)
    scores_fname = os.path.split(vecs_fname)[1].replace('.vec', '.tsv')
    if len(scores) > 0:
        scores = pd.concat(scores)
        scores.to_csv(os.path.join(results_path, scores_fname), sep='\t', index=False)
        return scores



[docs]def novel_similarities(vecs_fname, words_fname):
    """Predict semantic similarities for novel word pairs, using word vectors.

    Writes predictions to tab-separated text file.

    :param vecs_fname: file containing word vectors to use for prediction.
    :param similarities_fname: file containing word pairs in tab-separated columns named 'word1' and 'word2'
    """
    logging.info(f'predicting novel semantic similarities with {vecs_fname}')
    vectors = Vectors(vecs_fname, normalize=True, n=1e6, d=300)
    df_words = pd.read_csv(words_fname, sep='\t', comment='#')
    df_words = compute_similarities(vectors, df_words)
    base_fname = '.'.join(words_fname.split('.')[:-1])
    df_words.to_csv(f'{base_fname}.predictions.tsv', sep='\t', index=False)



[docs]def compute_similarities(vectors, df_words):
    """Compute semantic similarities for novel word pairs.

    :param vectors: Vectors object containing word vectors
    :param df_words: pandas DataFrame containing word pairs in columns labeled 'word1' and 'word2'
    :return: pandas DataFrame containing word pairs and cosine similarities in a column labeled 'similarity'
    """
    vecs_dict = vectors.as_dict()
    df_words['similarity'] = df_words.apply(lambda x: 1.0 - scipy.spatial.distance.cosine(vecs_dict.get(x['word1'], np.nan),
                                                                                                  vecs_dict.get(x['word2'], np.nan)),
                                                                                                  axis=1)
    return df_words



if __name__ == '__main__':
    argparser = argparse.ArgumentParser(description='compute rank correlations between word vector cosine similarities and human semantic similarity ratings')
    argparser.add_argument('lang', help='language to compare simarities in (uses two-letter ISO language codes)')
    argparser.add_argument('vecs_fname', help='word vectors to evaluate')
    argparser.add_argument('--novel_similarities', help='file containing tab-separated word pairs')
    args = argparser.parse_args()

    if args.novel_similarities:
        novel_similarities(vecs_fname=args.vecs_fname, similarities_fname=args.novel_similarities)
    else:
        print(evaluate_similarities(lang=args.lang, vecs_fname=args.vecs_fname))




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.train_model

"""Train a model using the default parameters from Van Paridon & Thompson (2019).

Use of this module requires working binaries for fastText and word2vec on the path and plenty of RAM.
Please note that even on a very fast desktop, training could take hours or days.
"""
import argparse
import subprocess as sp
from .utensils import log_timer
import psutil
import logging
logging.basicConfig(format='[{levelname}] {message}', style='{', level=logging.INFO)
cpu_count = psutil.cpu_count(logical=False)  # logical=False to count only physical cores


[docs]@log_timer
def train_fasttext(training_data, prefix, lang, d=300, neg=10, epoch=10, t=.0001):
    """Train a fastText model on a given training corpus.

    Requires a working fastText binary on the path.

    :param training_data: text file containing the training corpus
    :param prefix: prefix to use for the model binary and vector filenames
    :param lang: language tag to use for the model binary and vector filenames
    :param d: number of dimensions in the vector (default is 300)
    :param neg: number of negative samples (fastText default is 5, subs2vec default used here is 10)
    :param epoch: number of training epochs (fastText default is 5, subs2vec default used here is 10)
    :param t: sampling threshold (default is .0001)
    :return: tuple of filenames for model binary and vectors
    """
    model_name = f'{prefix}.{lang}'
    binary = ['fasttext']
    method = ['skipgram']
    train = ['-input', training_data]
    output = ['-output', model_name]
    neg = ['-neg', str(neg)]
    epoch = ['-epoch', str(epoch)]
    t = ['-t', str(t)]
    d = ['-dim', str(d)]
    thread = ['-thread', str(cpu_count)]
    if logging.getLogger().isEnabledFor(logging.INFO):
        sp.run(binary + method + train + output + neg + epoch + t + d + thread)
    else:
        sp.run(binary + method + train + output + neg + epoch + t + d + thread, stdout=sp.DEVNULL)
    model = f'{model_name}.bin'
    vecs = f'{model_name}.vec'
    return model, vecs



[docs]@log_timer
def build_phrases(training_data, phrase_pass=5):
    """Use word2phrase to connect common phrases.

    Uses the word2phrase tool to connect high mutual information phrases such as "New York" using underscores, so fastText will treat them as a single lexical item.
    Requires a working word2phrase (included in word2vec) binary on the path.

    :param training_data: text file containing the training corpus
    :param phrase_pass: number of passes to do over the training file (default is 5)
    :return: filename of the phrase-joined corpus
    """
    base_fname = training_data.replace('.txt', '')
    for i in range(phrase_pass):
        t = (2 ** (phrase_pass - i - 1)) * 100
        out_fname = f'{base_fname}.{i + 1}pass.d5.t{t}.txt'
        binary = ['word2phrase']
        train = ['-train', training_data]
        output = ['-output', out_fname]
        d = ['-min-count', str(5)]
        t = ['-threshold', str(t)]
        if logging.getLogger().isEnabledFor(logging.INFO):
            sp.run(binary + train + output + d + t)
        else:
            sp.run(binary + train + output + d + t, stdout=sp.DEVNULL)
        training_data = out_fname
    return out_fname



[docs]def fix_encoding(training_data):
    """Fix utf-8 file encoding after word2phrase mangles it (happens sometimes).

    :param training_data: file containing text with encoding that needs fixing
    :return: filename of repaired text file
    """
    out_fname = training_data.replace('.txt', '.utf-8.txt')
    with open(training_data, 'r', encoding='utf-8', errors='ignore') as in_file, open(out_fname, 'w', encoding='utf-8') as out_file:
        for line in in_file:
            out_file.write(line)
    return out_fname



[docs]def lowercase(training_data):
    """Cast a text file to lower case.

    :param training_data: file containing text to cast to lower case
    :return: filename of lower cased text file
    """
    out_fname = training_data.replace('.txt', '.lower.txt')
    with open(training_data, 'r', encoding='utf-8') as in_file, open(out_fname, 'w', encoding='utf-8') as out_file:
        for line in in_file:
            out_file.write(line.lower())
    return out_fname



[docs]@log_timer
def generate(lang, prefix, training_data, lowercase=False):
    """Generate a fastText model using default parameters from Van Paridon & Thompson (2019).

    :param lang: language tag to use for the model binary and vector filenames
    :param training_data: text file containing the training corpus
    :param prefix: prefix to use for the model binary and vector filenames
    :param lowercase: boolean setting whether to cast training corpus to lower case (default is `False`)
    """
    if lowercase:
        logging.info(f'lowercasing {training_data}')
        training_data = lowercase(training_data)

    # build phrases
    logging.info('building phrases for {}'.format(training_data))
    training_data = build_phrases(training_data)

    # fix potential broken utf-8 encoding
    logging.info('checking (and fixing) utf-8 encoding for {}'.format(training_data))
    training_data = fix_encoding(training_data)

    # train fastText model
    logging.info('training fastText model on {}'.format(training_data))
    results = train_fasttext(training_data=training_data, lang=lang, prefix=prefix)
    model, vecs = results
    logging.info('model binary at {}'.format(model))
    logging.info('word vectors at {}'.format(vecs))



if __name__ == '__main__':
    argparser = argparse.ArgumentParser(description='generate a fastText model from OpenSubtitles and Wikipedia data')
    argparser.add_argument('lang',
                           help='source language (OpenSubtitles and Wikipedia data uses ISO 639-1 codes)')
    argparser.add_argument('prefix',
                           help='source data, use one of {wiki, sub, wiki-sub} if using automatic data preparation')
    argparser.add_argument('training_data',
                           help='filename of text file containing the training corpus')
    args = argparser.parse_args()

    generate(**vars(args))




          

      

      

    

  

    
      
          
            
  Source code for subs2vec.utensils

# -*- coding: utf-8 -*-
# jvparidon@gmail.com
import time
import functools
import logging
logging.basicConfig(format='[{levelname}] {message}', style='{', level=logging.INFO)


[docs]def timer(func):
    """Decorator to add timing wrapper to other functions.

    Use by prepending `@timer` to the target function definition.
    Logs start and finish time in `y/m/d h:m:s` and keeps track of duration in seconds.
    Wrapper returns a tuple containing the original results and a dictionary containing start, finish, and duration.

    :param func: any function
    :return: func with timing wrapper
    """
    @functools.wraps(func)
    def timed_func(*args, **kwargs):
        t = dict()
        t['start'] = time.strftime('%Y/%m/%d %H:%M:%S', time.localtime())
        t0 = time.time()
        res = func(*args, **kwargs)
        t1 = time.time()
        t['finish'] = time.strftime('%Y/%m/%d %H:%M:%S', time.localtime())
        t['duration'] = t1 - t0
        return res, t
    return timed_func



[docs]def log_timer(func):
    """Decorator to add logging timer to other functions.

    Use by prepending `@log_timer` to the target function definition.
    Logs function name and duration in seconds to level `INFO`.

    :param func: any function
    :return: func with logging timer
    """
    @functools.wraps(func)
    def timed_func(*args, **kwargs):
        t0 = time.time()
        res = func(*args, **kwargs)
        t1 = time.time()
        t = t1 - t0
        logging.info(f'{func} ran in {t:.3f} seconds')
        return res
    return timed_func





          

      

      

    

  

    
      
          
            
  Source code for subs2vec.vecs

"""Provides Vectors object and methods to load, write, and interact with word vectors."""
import numpy as np
import pandas as pd
from .utensils import log_timer
import logging
logging.basicConfig(format='[{levelname}] {message}', style='{', level=logging.INFO)


[docs]class Vectors:
    """Creates a Vectors object containing numpy arrays of words and word vectors.
    """
    @log_timer
    def __init__(self, fname, normalize=False, n=1e6, d=300):
        self.n = int(n)
        self.d = d
        logging.info(f'loading vectors {fname}')

        with open(fname, 'r', encoding='utf-8') as vecfile:
            # skip header
            next(vecfile)

            # initialize arrays
            self.vectors = np.zeros((self.n, self.d))
            self.words = np.empty(self.n, dtype=object)

            # fill arrays
            for i, line in enumerate(vecfile):
                if i >= self.n:
                    break
                rowentries = line.rstrip('\n').split(' ')
                self.words[i] = rowentries[0]
                self.vectors[i] = rowentries[1:self.d + 1]

            # truncate empty part of arrays, if necessary
            self.vectors = self.vectors[:i]
            self.words = self.words[:i]
            self.n = i  # reset n to actual array length

            # normalize by L1 norm
            if normalize:
                self.vectors = self.vectors / np.linalg.norm(self.vectors, axis=1).reshape(-1, 1)

[docs]    @log_timer
    def as_df(self):
        """Casts word vectors to pandas DataFrame.

        Each row contains a vector, each column corresponds with a vector dimension. Rows are indexed by word.

        :return: pandas DataFrame containing word vectors
        """
        return pd.DataFrame(self.vectors).set_index(self.words)


[docs]    @log_timer
    def as_dict(self):
        """Casts word vectors to Python dict.

        The dict is indexed by word, with the items being word vectors in the form of numpy arrays.

        :return: Python dict containing word vectors
        """
        return {self.words[i]: self.vectors[i] for i in range(self.n)}


[docs]    @log_timer
    def write_vecs(self, vecs_fname):
        """Writes word vectors to .vec file.

        :param vecs_fname: filename to write vectors to
        """
        header = f'{self.vectors.shape[0]} {self.vectors.shape[1]}'
        np.savetxt(vecs_fname, np.hstack([self.words.reshape(-1, 1), self.vectors]), fmt='%s', header=header)
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